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Abstract
Smartphone applications (Abbr. apps) have become an in-
dispensable part in our everyday lives. Users determine
what apps to use depending on their personal needs and
interests. App usage behaviors reveal rich clues regarding
one’s personal attributes. It is possible to predict smart-
phone users’ demographic attributes through their app us-
age behaviors. In this paper, we predict users’ gender and
income level on a large-scale dataset of app usage records
from 10,000 Android users. More specifically, we first ex-
tracted features from app usage behaviors in terms of app,
category, and app usage sequence. Then, we accessed
the predictive ability of individual features and combina-
tions of different features for gender and income level. We
achieved an accuracy of 82.49%, precision of 82.01%, re-
call of 81.38% and F1 score of 0.82 for gender, with the
best set of features. For income level (three classes), we
achieved an accuracy of 69.71%, precision of 70.31%, re-
call of 70.38% and F1 score of 0.70.
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Introduction
Smartphone applications (Abbr. apps) have become an
indispensable part in our everyday lives. As with the in-
creasing prevalence of smartphones, the mobile applica-
tion market has seen explosive growth in recent years, with
Apple’s app store having more than 2 million applications
and Google’s Android market also having above 3.8 million
applications in the first quarter of 2018 1. Apps on smart-
phones can be considered as the entry point to achieve ser-
vices in many aspects of modern life, such as communica-
tion, shopping, navigation, and entertainment. Smartphone
users determine what apps to use based on their personal
needs, interests, and tastes. Since a smartphone is usually
tightly associated with a same person, it reveals rich clues
regarding his/her behaviors, preferences, basic attributes,
etc. Smartphone apps are providing us the opportunity to
profile users well.

Figure 1: Frequency percentage
of apps used by users.

User profiling is an important issue in the field of ubiqui-
tous computing. Profiling users well can help users discover
objective and unobservable information about themselves.
From the view point of a company, user profiling is impor-
tant for earning profit, by improving devices, applications,
and services that are tailored to individual needs and pref-
erences. In particular, it is very important for personalization
of applications, such as personalized recommendation and
targeted advertising. For example, Facebook’s business
model heavily relies on ads, and about 98% of Facebook’s
global revenue in 2017 was generated from advertising 2.

In this paper, we attempt to profile smartphone users by
predicting their demographic attributes through their app us-
age behaviors on smartphones. We work on a large-scale

1https://www.statista.com/statistics/276623/number-of-apps-available-
in-leading-app-stores/

2https://www.statista.com/statistics/271258/facebooks-advertising-
revenue-worldwide/

User ID Time The List of Recent App Tasks 
0000751aecb005a2 2015/9/1 9:09 com.android.calendar, com.tencent.mobileqq, com.moji.mjweather 

0000751aecb005a2 2015/9/1 10:09 com.miui.home, com.android.incallui, com.android.calendar, com.moji.mjweather 

Table 1: Sample of lists of recent app tasks in the dataset.

dataset from 10,000 Android users with corresponding de-
mographic labels: gender and income level. We first define
and characterize different features from app usage records
in terms of app, category, and app usage sequence. Then,
we investigate the predictive ability of individual features
and combinations of different features for each attribute,
by training different classifiers. Finally, we present classifi-
cation results obtained by training different classifiers, and
look into the significant apps that are helpful for distinguish-
ing gender and income level.

Data overview and pre-process
The dataset we used to predict user demographic attributes
contains lists of recent apps used on Android smartphones,
provided by a mobile Internet company in China. It contains
10,000 unique smartphones and 20,590 unique apps from
Sep. 1st, 2015 to Sep. 30th, 2015. A list of recent apps
refers to the apps one user recently launched, ordered from
most recent to oldest. A sample of the dataset is shown in
Table 1 , with each record consisting of a:

• User ID: the unique identity of the sampled smart-
phone. Each user ID is anonymized for security and
privacy reasons before the data is collected.

• Time stamp: the time when the list of tasks was col-
lected.

• List of recent tasks: each list consists of up to 10
package names that can be used to identify an app.

Basic analysis
We performed a comparison of two consecutive lists to de-
tect which apps were used in each hour slot [9]. By doing



so, it can be known how many times each app was used
in total by one user. We calculated the distribution of the
apps used by users, as shown in Fig. 1. The x-axis is the
logarithm of app rank, and the y-axis is frequency percent-
age of the corresponding app. We found app frequency to
have an unsurprisingly long tail, suggesting there are few
apps that were launched with very high frequency but most
apps were launched for very few times. The top 5 most fre-
quently used apps are WeChat, Phone, QQ (an IM client),
Contacts, and SMS, which are used for communication and
social activities. Per user used around 43 unique apps in
one month in average.

Figure 2: App usage percentage
across 24 hours.

We investigated the app usage across 24 hours, shown
in Fig. 2. The x-axis is 24 hours, and the y-axis is the per-
centage of the apps usage in the corresponding hour over
the usage in 24 hours. As we can see, the curve goes up
and down across 24 hours. There are two peaks at 12pm
and 5pm, respectively, when users use their smartphone
the most. From 1am to 3am, the usage percentage is very
low, when most of our users are presumably sleep. The
steepest curve going up happens from 4am to 8am in early
morning, indicating smartphone usage increases dramat-
ically in this period. Generally, users wake up and start to
use their smartphones. The smartphone usage slightly de-
creases from 12pm to 2pm, when users probably take a
short break around noon. Users likely go to sleep from 9pm
to 0am, causing a sharp decline in app usage from 9pm to
0am.

Demographic attributes
Demographic data about each user was collected, includ-
ing gender and income level. There were three income
categories: low income (monthly income ≤ 3,000 CNY
(460USD)), high income (monthly income ≥ 10,000 CNY
(1,535 USD)), and medium income.

Proportion of users in each demographic attribute 
Gender Income level 

Female Male Low Medium High 
0.59 0.41 0.30 0.39 0.31 

	 Table 2: The proportion of users in the dataset in each
demographic.

Filtering
We focused our analysis on users who used their smart-
phones more frequently. We removed those with fewer than
100 lists of recent tasks in one month. After filtering, there
are 9,672 users remaining. The demographics for the re-
maining users is shown in Table 2. There are more female
than male users in our dataset (59% vs. 41%). The income
level of the users are almost evenly distributed.

Features extracted from app usage behaviors
For the purpose of demographic attribute prediction, we
extracted features that are helpful for predicting user at-
tributes. We defined and characterized features from app
usage behaviors in terms of app, app category and app us-
age sequence.

App based feature
We intuitively exploited the apps used by users to repre-
sent each user for predicting user attributes. In detail, we
took each app as a dimension and represent each user as
an app-based vector. If all the apps are used to build the
user representation, the user vector will dramatically long.
Actually, not all the apps are useful for describing a user
for a given attribute. If an irrelevant or redundant app is re-
moved, it will not affect demographic attribute prediction.
In order to increase the computational efficiency, we used
GBDT (Gradient Boosting Decision Tree) [5] to select the
top n significant apps to compactly represent each user.
GBDT measures the importance of each app by retrieving
importance score of each app after the boosted trees being



constructed. A score indicates how useful an app is in the
construction of the boosted decision trees. The higher the
importance score, the greater the relevance of the app to
the attribute. We ranked the apps according to their impor-
tance score to each attribute, and the first app is considered
to be the most significant one for the attribute.

Users determine what apps to use is usually related to tem-
poral context. App usage behaviors on smartphones have
been shown to exhibit specific temporal pattern [4, 8, 9].
For example, SMS and Phone are shown to have an evenly
distributed pattern, whereas apps like news or weather
apps are used more frequently in morning hours. Thus,
we introduce temporal feature for demographic attribute
prediction. More specifically, we divided each day into four
time periods: i.e., night (0:01am to 6:00), morning (6:01
to 12:00), afternoon (12:01 to 18:00), and evening (18:01
to 0:00). We chose the 6-hour time periods as a balance
between dimensionality and meaningfulness [9]. Combin-
ing the significant apps selected by GBDT, we represented
each user using the top n significant apps and their usage
percentage in different time periods. Each user was repre-
sented by a vector of n (significant apps) × 4 (time periods)
for a total of 4n dimensions. Formally, a user u was repre-
sented by u = (a1, a2, · · · , ai, · · · , a4n), where ti means
the usage percentage of one app in the corresponding time
period over all the app usage.

Category based feature
App categories indicate apps’ key functions reflecting users’
needs and interests. Users with different demographic at-
tributes may seek different functions in smartphone apps
based on their different needs and interests. Thus, we ex-
plored app categories to represent each user for demo-
graphic prediction. We categorized all the apps into 29 cat-
egories [9]. We represented each user’s app usage using

App1 App3App2

App4

Input

Hidden layer

Output

Amazon AmazonWhatsApp

PayPal

User

Tom

Figure 3: Illustration of Doc2Vec model based on app usage
sequence.

the categories and usage percentage in different hours.
Thus, each user was represented by a vector of 29 (cate-
gories) × 24 (hours) for a total of 696 dimensions. A user
was formally represented by u = (c1, c2, · · · , ci, · · · , c696),
where ci is the usage percentage of one category in the
corresponding hour over all the app usage.

App usage sequence based feature
Apps on smartphones are used in order. We treat a se-
ries of apps used in a certain period as a sequence. Apps
are often used in conjunction with other relevant apps to
serve one need. For example, if a user launches the ‘Ama-
zon’ app, the next app is likely to be the ‘PayPal’. The app
sequence indicates one’s need to a certain degree. Con-
sidering users with different demographic attributes could
have different needs, we tried to capture the characteristics
of app usage sequence from app usage behaviors to build
user representation.

We applied Doc2Vec [6] to model the app usage sequence,
to learn the user representation. Doc2Vec predicts the
next word by exploring a paragraph and a word sequence
in a given context in the paragraph. More specifically, ev-
ery word is mapped to a unique vector, as well as each



paragraph. Word vectors are averaged, concatenated, or
summed as a feature vector that is concatenated with the
paragraph vector for predicting the next word. Taking the
analogy to word and document modeling, we can treat each
user as a document and each app as a word, to model the
app usage sequence. The user and words are embedded
in vectors. During the training procedure, user and word
vectors are updated until convergence. By doing so, one
user representation vector is obtained, which explicitly en-
codes many app usage patterns. We can feed the user rep-
resentation vector directly to classifiers for demographic
attribute prediction. Fig. 3 illustrates Doc2Vec model based
on app usage sequence, where Tom’s app usage sequence
of ‘Amazon’, ‘WhatsApp’ and ‘Amazon’ is input to predict
‘PayPal’.

The predictive ability of app usage behaviors for
demographic attributes
Features extracted from app usage behaviors were used for
user representation. Then, we trained different classifiers
to predict demographic attributes, including SVM (Support
Vector Machine) [1], LR (Logistic Regression) [3], GBDT
(Gradient Boosting Decision Tree) [2], and DNN (Deep Neu-
ral Network) [7] using individual features and combinations
of different features.

Implementation and performance metrics
We employed a five-fold cross-validation policy. The sam-
pled dataset was randomly divided into five folds as evenly
as possible. In each round, four folds were used for train-
ing classifiers and the rest for validation. Thus, any user for
testing will never simultaneously appear in the training set
and testing set. We repeated the procedure five times and
report the averages of the tests below.

We used three criteria to measure the performance of the

classification: ACC, precision_macro, recall_macro and
F1 score_macro. ACC refers to the classification accuracy,
which is computed by dividing the number of true positive
smaples and true negative samples by the number of all
the samples in the testing set. A macro-average computes
the metric independently for each class and then takes the
average (treating all classes equally).

Results
We investigated the predictive ability of individual features
and combinations of different features using different classi-
fiers, for gender and income level, respectively. In particular,
for the app-based user representation we used top 500 sig-
nificant apps selected by GBDT, and for app sequence fea-
ture we learned user representation vectors of 500 dimen-
sionality by Doc2Vec model, where four apps were input to
predict the next app. The combination of different features
was obtained by concatenation operation. Table 3 (a) and
Table 3 (b) summarize the performance of the classifiers
over the samples for gender and income level, respectively.

As we can see from Table 3 (a), the best performance for
inferring gender is using the GBDT classifier with the com-
bination of app and sequence features, with an ACC of
82.49%, precision-macro of 82.01%, recall-macro of 81.38%
and F1-macro of 0.82, while the category-based feature
performs the worst (compared to all the feature sets), e.g.,
with an ACC of 75.77%, precision-macro of 75.14%, recall-
macro of 73.75% and F1-macro of 0.74 for a GBDT model.
We found that the app sequence based feature learned
by Doc2Vec are the most powerful for distinguishing gen-
der. When we solely used one type of feature, the ACC for
apps, categories, and sequences is 79.91%, 75.77%, and
81.81%, respectively. Combining different features do not
provide a significant performance improvement. For exam-
ple, we achieved an ACC of 82.49% when combining app



 

Feature Classifier ACC Precision-
Macro 

Recall-
Macro 

F1-
Macro 

App 
(2000) 

GBDT 0.7991 0.7924 0.7880 0.7898 
LR 0.7753 0.7688 0.7588 0.7625 

SVM 0.7718 0.7638 0.7582 0.7605 
DNN 0.7787  0.7738  0.7607  0.7650  

Category 
(696) 

GBDT 0.7577 0.7514 0.7375 0.7419 
LR 0.7322 0.7247 0.7082 0.7126 

SVM 0.7433 0.7341 0.7264 0.7292 
DNN 0.7369  0.7278  0.7207  0.7226  

Sequence 
(500) 

GBDT 0.8127 0.8075 0.8006 0.8034 
LR 0.8122 0.8067 0.8004 0.8030 

SVM 0.8181 0.8127 0.8068 0.8093 
DNN 0.8131  0.8072  0.8026  0.8044  

App+ 
Category 
(2696) 

GBDT 0.8070 0.8012 0.7950 0.7975 
LR 0.7788 0.7716 0.7647 0.7674 

SVM 0.7773 0.7690 0.7664 0.7676 
DNN 0.7808 0.7763 0.7679 0.7694 

App+ 
Sequence 

(2500) 

GBDT 0.8249 0.8201 0.8138 0.8164 
LR 0.8128 0.8073 0.8011 0.8037 

SVM 0.8098 0.8028 0.8012 0.8019 
DNN 0.8127 0.8066 0.8034 0.8044 

Category+
Sequence 

(1196) 

GBDT 0.8175 0.8124 0.8057 0.8084 
LR 0.8123 0.8069 0.8004 0.8031 

SVM 0.8111 0.8044 0.8019 0.8030 
DNN 0.8160 0.8104 0.8049 0.8072 

All 
(3196) 

GBDT 0.8204  0.8149  0.8100  0.8120  
LR 0.8133  0.8079  0.8016  0.8042  

SVM 0.8108  0.8037  0.8028  0.8032  
DNN 0.8158  0.8130  0.8004  0.8051  

(a) Gender

 

Feature Classifier ACC Precision- 
Macro 

Recall- 
Macro 

F1- 
Macro 

App 
(2000) 

GBDT 0.6971 0.7031 0.7038 0.7027 
LR 0.6050 0.6135 0.6098 0.6111 

SVM 0.5978 0.6073 0.6025 0.6027 
DNN 0.6090  0.6176  0.6155  0.6154  

Category 
(696) 

GBDT 0.5615 0.5750 0.5624 0.5672 
LR 0.5051 0.5130 0.5066 0.5091 

SVM 0.5312 0.5515 0.5269 0.5337 
DNN 0.5193  0.5245  0.5268  0.5236  

Sequence 
(500) 

GBDT 0.6115 0.6237 0.6137 0.6179 
LR 0.6150 0.6182 0.6237 0.6203 

SVM 0.6274 0.6411 0.6292 0.6340 
DNN 0.6264  0.6343  0.6310  0.6315  

App+ 
Category 
(2696) 

GBDT 0.6826 0.6905 0.6878 0.6887 
LR 0.5880 0.5951 0.5922 0.5934 

SVM 0.5877 0.6099 0.5846 0.5922 
DNN 0.6085 0.6238 0.6100 0.6144 

App+ 
Sequence 

(2500) 

GBDT 0.6834 0.6913 0.6882 0.6896 
LR 0.6175 0.6210 0.6261 0.6229 

SVM 0.6251 0.6413 0.6258 0.6317 
DNN 0.6249 0.6320 0.6325 0.6308 

Category+
Sequence 

(1196) 

GBDT 0.6138 0.6276 0.6154 0.6202 
LR 0.6169 0.6199 0.6258 0.6221 

SVM 0.6108 0.6274 0.6113 0.6170 
DNN 0.6323 0.6448 0.6361 0.6372 

All 
(3196) 

GBDT 0.6834  0.6920  0.6883  0.6897  
LR 0.6176  0.6212  0.6261  0.6231  

SVM 0.6185  0.6370  0.6179  0.6247  
DNN 0.6356  0.6464  0.6398  0.6420  

(b) Income level

Table 3: The classification results.

and sequence based features, but, we could achieve an
ACC of 81.81% when solely using sequence based feature.

Table 3 (b) shows the classification results for income level.
As shown, the best performance for predicting income level
is using the GBDT classifier with the significant apps se-
lected by GBDT, with an ACC of 69.71%, precision-macro
of 70.31%, recall-macro of 70.38% and F1-macro of 0.70,
while the category-based feature performs the worst (com-
pared to all the feature sets), e.g., with an ACC of 56.15%,
precision-macro of 57.50%, recall-macro of 56.24% and F1-
macro of 0.57 for a GBDT model. The significant apps are
the most predictive features while the category-based fea-

ture is the worst. The combining of different features does
not help to predict income level, since combining all the fea-
tures obtained an ACC of 68.37%, lower than that of solely
using the app based feature (69.71%).

Taken together, the category based feature is not so power-
ful for predicting both gender and income level. The model
of GBDT model performs much better than other models
under most feature types. Combining of different features
can not significantly improve the classification performance
for gender and income level.



No. Significant Apps Average frequency 
Female Male 

1  Meitu-Photography 2.09 0.35 

2  Meiyan-BeautyCam 3.12 0.52 

3  AutoHome 0.08 1.31 

4  PocketLeagueofLegends-Game 0.15 1.03 

5  Jumeiyoupin-BeautyShopping 0.30 0.01 

6  Taobao-Shopping 17.37 7.11 

7  IQiYi-Video 7.29 4.08 

8  Bitauto Autoprice 0.01 0.13 

9  UC Browser 7.06 17.00 

10  Gallery 7.87 3.78 

 

 
(a) Gender

No. Significant Apps 
Average frequency 

Low Medium High 
1  Qunar-Travel 0.02 0.20 1.58 

2  Ctrip-Travel 0.01 0.08 0.67 

3  QQEmail 0.05 0.34 1.19 

4  Taobao-Shopping 6.54 13.41 19.30 

5  Instagram 0.10 0.06 2.50 

6  Camera360-BeautyCam 0.05 0.19 0.90 

7  Meituan-Groupbuying 0.07 1.09 2.69 

8  Dianping-FindRestaurant 0.09 0.38 1.25 

9  WeChat-Social&IM 96.88 133.98 161.41 

10  SinaMicroblog-Social 3.22 8.60 17.34 

 

 
(b) Income level

Table 4: The top 10 significant apps selected by GBDT.

Significant apps selected by GBDT
In this experiment, we demonstrated the significant apps
selected by GBDT. Due to page limits, we only list the top
10 most significant apps for gender and income level, shown
in Table 4. We also calculated the average frequency used
by users with different labels. For example, for each signifi-
cant app for gender, we calculated one app’s usage amount
in average by female and male users in one month, which
was calculated by dividing total usage amount of the app
used by female (male) users by the total number of the fe-
male (male) users in our dataset, shown in Table 4 (a). Sim-
ilarly, the average frequency of each significant app used
by users with low, medium and high income level, was also
calculated, respectively, shown in Table 4 (b).

As we can see from Table 4 (a), females use apps related
to photography, beauty camera, shopping and gallery more
frequently, while males use apps about cars, League of leg-
end (game) and browser much more. In particular, females
in our dataset use Meitu-photography for about twice in av-
erage, six times as much as males who use the app for only
0.35 times in average. Jumeiyoupin, an app for fashion e-

commerce with clothing and cosmetics targeting females, is
more frequently used by female users. Females tend to buy
goods on smartphones, since they use Taobao for shopping
more than male users. Females also use IQiYi and Gallery
more than males. Compared to females, males launch both
of AutoHome and Bitauto Autoprice more than females,
which are apps providing news, technologies and price for
cars. The game app of League of legend is more attractive
to male users, which males use 1.03 times in average but
females only 0.15 times. In addition, males use UC browser
more frequently, which each male uses 17 times in one
month in average.

As shown in Table 4 (b), users with different income level
have distinctive differences in usage amount of the top
10 significant apps. For example, the users with high in-
come level use travel type apps, such as Qunar and Ctrip,
more frequently than users with medium and low income
level. Qunar is used 1.58 times by high income group,
whereas only 0.02 times in average for the low income
group. The users with high income level likely travel more
frequently. As was expected, the users with high income



level tend to shopping more frequently on smartphones,
and they use shopping apps of Taobao, Meituan and Di-
anping much more than users with medium and low in-
come level. QQEmail is more frequently used by users with
high income level. In addition, the users in the high income
group use social apps more than other groups. They use
Sina MicroBlog 17.34 times in average, while the users with
medium and low income level use the app 8.60 and 3.22
times.

Conclusion
In this work, we have predicted demographic attributes of
gender and income level. We conducted our study based
on a large-scale real-world dataset of 10,000 Android users.
We first extracted features from app usage behaviors in
terms of app, app category, and app usage sequence.
Then, the features were used for user representation to
train different classifiers. We investigated the predictive
ability of individual features and combinations of differ-
ent features for gender and income level, respectively. We
achieved an accuracy of 82.49%, precision of 82.01%, re-
call of 81.38% and F1 score of 0.82 for gender, with the
best set of features. For income level (three classes), we
achieved an accuracy of 69.71%, precision of 70.31%, re-
call of 70.38% and F1 score of 0.70. In addition, we looked
into the significant apps that are useful for distinguishing
gender and income level.
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